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Using a sample of several hundred students enrolled in the Faculty of Economics at the 

University of Sydney, we model progression in the first-year econometrics course. Our primary

 interest is in determining the usefulness of these models in the identification of “students at

 risk”.  This interest highlights the need to distinguish between students who drop the course 

and those who complete but who ultimately fail.  Such models allow identification and 

quantification of the factors that are most important in determining student progression and 

thus make them a potentially useful aid in educational decision making. 

Introduction

Teaching and managing large classes have become a challenge that many university departments have had to face. One of the difficult tasks is being able to identify students who are encountering problems early enough to be able to provide the necessary assistance.  With government funding becoming more closely linked to progression rates, there will be strong financial incentives to supply such services and for them to be targeted to students most in need of the help. Models that allow the identification and quantification of the factors that are most important in determining student progression are a potentially useful aid in educational decision making. Our primary interest is in determining the usefulness of such models in the identification of “students at risk”.  This interest highlights the need to distinguish between students who drop the course and those who complete but who ultimately fail. Previous work has tended to consider one or the other category of student. 

In recent years the Department of Econometrics at the University of Sydney has been responsible for conducting a first-year econometrics class for over 1,000 students.  The Department has been acutely aware of the need to provide extra support for students at risk.  Using a sample of several hundred students enrolled in the Faculty of Economics at the University of Sydney, we model progression in the first-year econometrics course.  Students are classified into three categories according to whether they drop the subject or complete the subject but fail or whether they pass.  While the last two categories could be considered as ordered, the presence of students who drop implies a situation where the dependent variable is categorical and unordered.  Accordingly, a multinomial logit model is developed to investigate the key factors determining the ultimate outcome for each student.  Because of our interest in the predictive ability of the models a distinction is made between explanatory variables that are readily available at the start of the academic year and those that are not. Early detection of students at risk is a key element of effectively managing the problem. 

A modelling framework

The concept of a “student at risk” involves several dimensions.  Clearly students have a range of abilities implying some are more capable than others are and hence better equipped to cope with the demands of a university education.  But educational outcomes are also determined by how well the student uses these innate abilities.  Do they apply themselves?  Finally, there are the external factors that may impinge on a student’s success. For example, it may be that having to travel long distances to university may seriously impinge on the amount of time spent on coursework and ultimately on outcomes.  Unfortunately, it is difficult to observe many of the aspects that go to defining the notion of a student at risk.  If we concentrate at the level of a single course, what is observable is whether a student discontinues or whether they continue and then, given they continue, whether they fail or pass the course.  It is the first two of these observable outcomes that we use to define a student at risk.  

From an institution’s point of view, Thomas, Adams and Birchenough (1996) argue that student withdrawals raise questions regarding course information, admissions procedures and student care.  In the current Australian setting, higher education institutions must also carefully monitor student numbers and progression rates because they have substantial financial implications. Students who withdraw could suffer a lowering of morale and self-esteem, time lost and curtailed opportunities.  These problems could equally apply to students who fail the course. From a student’s point of view, a better understanding of the problems that might be faced may be useful in their decisions regarding degree and course choices.

Our primary goal is to model the tendency for students to fall into one of three mutually exclusive and exhaustive categories – discontinue, fail, pass.  In doing so we aim to identify the key factors that determine these outcomes.  In related work, there are many examples where the grade a student achieves in a course has been modelled; see for example, Anderson, Benjamin, and Fuss (1994), Reid (1983), Siegfried (1980) and Watkins (1979).  These studies ignore those students who discontinue and hence their results are potentially biased by sample selection problems.  Douglas and Sulock (1995) avoid this criticism by first modelling dropouts in order to use a Heckman (1979) estimation procedure to guard against potential selectivity bias in their models of performance.  Studies of persistence such as Lam (1984) have emphasized factors that determine whether a student decides to drop out of university or not.  Thus, they are concerned with a binary choice problem and have ignored whether those who persist actually pass the course or not.  Dancer and Doran (1990) studied this conditional division into pass or fail given continuation. One question that has not been answered by these studies is whether it is possible to distinguish between different types of students at risk, those who drop the subject and those who persevere but ultimately fail. We are unaware of any research that seeks to explore differences between these two groups of students.

If it were possible to identify students at risk early in a course then it may be possible to direct extra help and resources towards those students in an effort to improve their chances of successfully completing the course. There are different kinds of help that can be given to students by the faculty, department, academic staff, student services and counselling and this aid may depend on the type of student at risk.  Thus we are interested in whether it is possible to distinguish between different types of students at risk.  In particular are there differences between students who discontinue and those that continue but fail the course?

For modelling purposes there is no observable index representing the degree to which a student is at risk.  What we can observe is whether a particular student falls into one of three distinct categories: discontinue, fail, and pass.  Our dependent variable is discrete.  While it could be considered that a student who fails is, in some sense, lower than a student who passes, the ordering of discontinue relative to the other two categories is not clear.  This implies that the dependent variable is an unordered, polytomous variable.  If in fact fail and discontinue can be pooled as one category then the problem reduces to describing a binary outcome. 

A useful starting point is to consider a multinomial logit model with three possible outcomes. 

One problem with the multinomial logit model is that it assumes that the disturbances are independent and identically distributed with a Weibull distribution. If the multinomial model is to be used, then the potentially restrictive Independence of Irrelevant Alternatives (IIA) property needs to be tested. As an alternative to the multinomial logit model it is possible to specify a two-level nested structure.  There are two nested structures that could be considered here. The highest division in the structure is referred to as the branch level.  Firstly, at the branch level, the student faces two alternatives – “at risk” and “pass”.  Conditional on a student being “at risk”, there are then two further alternatives – discontinue or fail.  The second nesting structure would again have two alternatives at the branch level; namely the student either discontinues or continues.  If the student “continues”, there are two further alternatives; namely, fail or pass.  

In terms of the process we have described the first of these nesting structures is more appropriate.  If in fact all at risk students can be treated as the same them the model collapses to a binary logit represented by the initial division.  This pooling of at risk categories is more problematic in the second of the nesting structures.  An advantage of using a nested structure is that it provides a more general framework than the multinomial logit by allowing for some degree of non-zero error correlations and hence avoids the IIA property.  Whether this extension is warranted for our data will need to be investigated.

Data

The data used in this study related to all students enrolled in Econometrics I in 1996 at the University of Sydney. There were 1054 students enrolled, some for the first time and some repeating the subject. The university database provided the student’s Tertiary Entrance Rank (TER) score, the degree in which they were enrolled, their age and their gender.  Students in Econometrics I were streamed into three groups and this grouping was also provided by the university database. The streaming was performed on the basis of the level of mathematics undertaken in high school.  Stream A students had usually completed 4 unit mathematics, Stream B - 3 unit mathematics and Stream C - 2 unit mathematics. The department database provided information on the number of tutorials attended throughout the year, whether a student discontinued and the various assessment marks for the course.  

An additional source of information was a survey that was conducted in Week 4 of Semester I.  The survey was designed to collect data not typically available from the usual sources and included information about the students and the student’s family background. Because of non-response to the survey, 160 students were deleted leaving 894 students with relatively complete survey information. For these remaining students a further problem was the unavailability of the TER and mathematics mark from the Higher School Certificate (HSC) in 147 cases. These cases were typically complete except for these two variables and hence were not deleted.  To avoid the missing mathematics marks, it was decided to use the “stream” variable as a proxy for the mathematics ability. It must be acknowledged that the use of the “stream” variable comes at a cost. In Econometrics I in second semester, there were different lecturers for each stream. As well as this, there were a number of different tutors teaching classes in each stream. Thus, it would be expected that both lecturer and tutor effects will be confounded with the “stream” variable.  In order to counteract the missing TER, we used the modified zero-order technique. A dummy variable was constructed to indicate the presence of a missing TER.  This was then included as an explanatory variable in all of the models. The same method was employed in one other case of missing values. See Greene (1990) for further details of this method.

Of the usable sample of 894 students, 53.7% were male and 46.3% were female.  23.0% were in Stream A, 29.0% were in Stream B and 48.0% were in Stream C.  The large percentage of students in Stream C was the result of two factors – the increased enrolment in 1996 by the University of Sydney and the continued decline of students attempting the highest level of mathematics at school.  Students are enrolled in a variety of degrees within the Faculty of Economics. There are two major degrees: the Bachelor of Commerce and the Bachelor of Economics. The proportion of the sample enrolled in the Commerce degree was 51.6% and in the Economics degree 23.4%. 

Table 1: Means and definitions of variables

Variables
Discontinue
Fail
Pass

TER = Tertiary entrance rank
85.21
84.69
87.84

Tut1 – number of tutorials attended in Semester 1
7.78
8.76
9.69

Age
18.92
18.50
18.51

Travel Time - time spent travelling to university
51.93
45.91
47.97

Yr12hrs - hours studying per week in Year 12
14.88
16.04
18.22

Gender – Female = 1 and Male = 0
0.39
0.38
0.49

Arts/Com – Arts/Commerce degree
0.06
0.08
0.06

AgEcon – Agricultural Economics degree
0.11
0.19
0.09

Econ – Economics degree
0.29
0.23
0.23

Commerce – Commerce degree
0.46
0.49
0.53

ComLaw – Combined Law degree
0.08
0.01
0.09

Stream A
0.15
0.14
0.26

Stream B
0.20
0.23
0.32

Stream C
0.65
0.63
0.42

Mother’s education – primary
0.08
0.06
0.06

Mother’s education – secondary
0.54
0.52
0.48

Mother’s education – tertiary
0.38
0.42
0.46

Motivation – TER score
0.03
0.09
0.05

Motivation – Economics at school
0.07
0.07
0.05

Motivation – career reasons
0.64
0.60
0.68

Motivation – other reasons
0.06
0.05
0.03

Motivation – combination of reasons
0.20
0.19
0.19

Always attends lectures
0.55
0.60
0.70

Mostly attends lectures
0.39
0.38
0.26

Sometimes/never attends lectures
0.06
0.02
0.04

The variables used in this paper are defined in Table 1 where we have also provided means for students in the three categories of discontinue, fail and pass. Students were deemed to have discontinued the course if they did not attempt the final examination.  Of the 894 students 107 or 12.0% discontinued, 150 (16.8%) failed and the remaining 637 (71.2%) passed.  In broad terms there are four sets of factors – Ability, Commitment, Socio-economic and External - that are candidates to explain a student’s propensity to fall into one of these three categories.  

Comparing the three groups of students based on the means shown in Table 1 the discontinue and fail groups are very similar in terms of TER, age, gender, and the distribution over streams, mother’s education, motivation and attendance at lectures. Moreover, as a subgroup they tend to be distinct from the pass group for most of these variables.  When considering the distribution over the streams, the percentage in the pass group for both Streams A and B is higher than the fail and discontinue groups. However, this trend is reversed for Stream C.  A similar occurrence appears with the distribution over attendance at lectures.

Interestingly, when we compare the marks obtained on the mid-semester exam, the means for the discontinue and fail groups are also very similar; 16.08 compared to 17.21. This would seem to indicate that there is very little difference in performance at this early stage in the semester. However, when compared to the pass group with an average of 22.18, it would seem to indicate that both the discontinue and fail groups have already fallen behind the students who ultimately pass the course. 

[image: image1.wmf]Figure 1         Tutorial Attendance

0.0

5.0

10.0

15.0

20.0

25.0

30.0

35.0

40.0

0

1

2

3

4

5

6

7

8

9

10

11

12

No. of Tutorials Attended in Semester 1

Percentage

disc

fail

pass


The pattern of the means for Tut1 is not unexpected.  Pass students attended more tutorials on average than fail students who attended more than discontinue students.  Figure 1 provides further insights into these differences in attendance.  The three groups are very similar in terms of the percentages attending five or less tutorials.  The most pronounced difference is in terms of the percentage of students who attended nine or more tutorials where there is a sharp decline after 9 tutorials for those who fail or discontinue.  Except for the bulge around 7 or 8 tutorials, the distributions of the discontinue and fail students are similar especially when compared to the pass students.  In particular notice that a substantial percentage of the discontinue students attended over half of the tutorials.  This is important because we plan to use Tut1 as a proxy for a student’s commitment.  Such an interpretation would be jeopardized if a low value for Tut1 simply reflected that students had already dropped the course.  Notice that Econometrics I is a year-long course but we have used only tutorial attendance in Semester I.

Another indicator of commitment is the variable Yr12hrs.  Here the match with prior expectations is as expected with the ranking in terms of this variable going from a low of 14.88 for the discontinue group, increasing to 16.04 for the fail group and increasing again to 18.22 for the pass group. When considering the different degrees, it appears that the proportions for a student enrolled in an arts/commerce degree or a commerce degree do not differ greatly across the groups. However, there are some discernible patterns for the economics, agricultural economics and combined law degrees.  Students enrolled in the economics degree are over-represented in the discontinue group, those in agricultural economics are over-represented in the fail group while the combined law students are under-represented in the fail group.

In summary, there appear to be several marked differences between the pass group and the fail and discontinue groups, but fewer differences between the fail and discontinue groups.  For a more complete delineation of these differences we turn to the econometric analysis.

Econometric Analysis 

Initially the multinomial logit model was estimated and the IIA property tested.  These tests supported the use of the multinomial logit.  Moreover, estimation of alternative nested structures yielded inadmissible values of the inclusive value parameters.  Accordingly, we have proceeded under the assumption that the multinomial logit specification and its associated IIA property is a reasonable representation of these data.  

Results for two models are presented in Table 2.  The general specification, denoted by Model 1, includes a full set of explanatory variables.  Model 2 contains a subset of these variables that could reasonably be available at the start of the semester.  Hence a comparison of Models 1 and 2 provides an indication of the increased explanatory power associated with the extra survey questions and being able to observe tutorial attendance as the semester progresses.
The Small and Hsiao (1985) test was used to test the IIA property.  For the general specification, Model 1 in Table 2, the value of the test statistic is 26.37 with an associated p-value of 0.28. For Model 2 the statistic is 13.73 with a p-value of 0.25.  For these calculations the restricted choice set was obtained by removing the failures.  Qualitatively the same results were obtained when the discontinue group were removed. Thus the multinomial specification with its associated IIA property is supported by these data in both model specifications.

Results for Models 1 and 2 presented in Table 2 include the estimated coefficients and their standard errors for the fail and pass groups respectively.  The coefficients for the discontinue group were normalized to zero. Both Model 1 and 2 have reasonable R2 values for this type of data while the LR tests indicate significant relationships. These measures of fit involve comparisons with a base specification containing intercepts but no explanatory variables.

In comparing the significance of the additional explanatory variables contained in Model 1 relative to Model 2, the LR test statistic is 139.31 which when compared to a chi-square critical value with 24 degrees of freedom yields a p-value that is less than 0.000.  The addition of the survey and Tut1 variables adds significantly to the explanatory power of the model. 

Students have been regarded as being “at risk” if they either discontinued or failed.  Can the two groups, discontinue and fail, be considered as one or are there significant differences between them that justifies the current treatment of them as separate groups?  In order to test the null hypothesis that the two groups can be pooled into one homogeneous group, the test due to Cramer and Ridder (1991) was used. For Model 2, the test statistic is 16.75 with 10 degrees of freedom and a p-value of 0.080.  Thus difference between the two groups of “at risk” students is significant at a 10% but not 5% level of significance.  The evidence is clearer for Model 1 where the test statistic is 38.14 with 22 degrees of freedom and a p-value of 0.018.  On balance, the statistical evidence favours a distinction between students who discontinue and those who fail.  These differences are clearer when the model incorporates our survey variables and the number of tutorials attended in Semester I. 

Table 2: Multinomial logit estimates

Variables
Model 1
Model 2


Fail
Pass
Fail
Pass

Constant
 0.77

(3.08)
-6.58   **

(2.68)
 3.17

 (2.58)
 -0.17

 (2.10)

Gender
-0.09

(0.28)
 0.36

(0.24)
 -0.05

 (0.27)
 0.50  **

 (0.22)

Arts/Com
 0.54

(0.61)
-0.52

(0.56)
 0.51

 (0.60)
 -0.43

 (0.52)

AgEcon
 0.68

(0.45)
 0.12

(0.42)
 0.83   *

 (0.43)
 0.30

 (0.39)

Commerce
 0.13

(0.35)
-0.35

(0.31)
 0.26

 (0.33)
 -0.05

 (0.27)

ComLaw
-1.75   **

(0.87)
-0.97   *

(0.54)
 -1.75   **

 (0.85)
 -0.59

 (0.47)

Stream A
 0.19

(0.41)
 1.43   ***

(0.36)
 0.10

 (0.40)
 1.07   ***

 (0.32)

Stream B
0.30

(0.34)
 0.87   ***

(0.30)
 0.28

 (0.34)
 0.75   ***

 (0.28)

TER
-0.01

(0.03)
 0.04   *

(0.02)
 0.002

 (0.03)
 0.05   **

 (0.02)

Missing TER
-0.80

(2.37)
 3.34

(2.07)
 -0.03

 (2.23)
 4.47   **

 (1.85)

Age
-0.10

(0.09)
-0.02

(0.08)
-0.16   *

 (0.08)
-0.16   **

(0.07)

Tut1
 0.22   ***

(0.07)
 0.60   ***

(0.07)



Mother’s education –primary
-0.24

(0.56)
-0.35

(0.48)



Mother’s education –secondary
-0.18

(0.29)
-0.31

(0.26)



Travel Time
-0.01   **

(0.005)
-0.01   **

(0.005)



Motivation – TER score
 1.24   *

(0.74)
 0.92

(0.72)



Motivation – Economics at school
 0.24

(0.59)
 0.27

(0.54)



Motivation – career reasons
-0.16

(0.34)
 0.07

(0.30)



Motivation – other
-0.05

(0.70)
-0.61

(0.63)



Always attends lectures
 0.52

(0.81)
-0.61

(0.62)



Mostly attends lectures
 0.62

(0.80)
-0.70

(0.62)



Yr12 hrs
 0.01

(0.01)
 0.025   **

(0.01)



Missing Yr12hrs
 0.85

(0.86)
 1.32   *

(0.80)



Log likelihood
-598.54
-668.1934

R2 (LR test)  
0.16 (224.5)
0.05 (85.23)

Consider first the results for Model 1 and note that the estimated coefficients do not represent marginal responses. . In order to gain further insight into these results, they will be discussed in conjunction with simulated probabilities that have been produced for some representative students. An initial base case is defined as a female student, aged 18 years, with a TER score of 85, enrolled in a Commerce degree, in Stream C, who attended 10 tutorials in Semester I, had no travel time to university, spent 15 hours studying outside of school in Year 12, motivation was a combination of reasons, mother had a tertiary education and who always attended lectures. In Table 3, simulated probabilities are presented for each of the three groups, discontinue, fail and pass for different scenarios compared with the base case. 

TER is widely recognized as a strong predictor of success at University.  Our results are consistent with this belief. Students with higher TER scores are much more likely to pass and less likely to fail.  However, TER does not help very much in discriminating between the fail and discontinue groups.  From Table 2, a higher TER implies a lower probability of failing relative to discontinuing but this impact is small and not precisely estimated.  

The stream variables are both precisely estimated for pass but not fail.  Assuming stream is a proxy for quantitative and mathematical ability, these results are as expected.  Table 3 illustrates that a Stream A or B student is much more likely to pass and less likely to fail or discontinue compared to the base student who is in Stream C.  Again though, stream is not a significant determinant of differences between students who fail and those who discontinue.

Table 3: Probabilities associated with different types of student

Student characteristics
Discontinue
Fail
Pass

Base case (TER = 85)
0.057
0.197
0.746






    Changes from base




Male not female
0.072
0.273
0.655

Travel time of 30 minutes not zero
0.075
0.190
0.735

Motivation – TER not combination of factors
0.022
0.263
0.716

Tut1=11 not 10
0.034
0.148
0.818

Combined Law not Commerce (TER = 98)
0.072
0.034
0.893

Stream A not C
0.017
0.070
0.913

Stream B not C
0.027
0.126
0.847

Yr12hrs= 25 not 15
0.046
0.175
0.779

Overall ability as measured by TER and mathematical aptitude as proxied by stream are significant and important in predicting success in Econometrics I.  The one other factor associated with ability that has proven to be statistically significant is whether the student is enrolled in Combined Law.  Notice that the negative pass coefficient for Combined Law in Table 2 does not imply that these students are less likely to pass. The interesting result here is that Commerce Law students, who require extremely high TER scores to gain admittance, are highly likely to pass but if they are at risk they tend to discontinue rather than fail.  It may be that these students have relatively high expectations from their University course and are more prone to become discouraged.  Alternatively, some may enrol in the course more because they have the TER score than because they are truly interested in the program.

The Tut1 variable is highly significant and indicates that the more tutorials a student attended the higher the probability of passing relative to discontinuing and of failing relative to discontinuing.  The estimated coefficient for the fail group is less than the pass group meaning that the more tutorials a student attended the more likely a student is to pass rather than fail.  The magnitude of these impacts are illustrated in Table 3 where the change in probabilities is estimated due to increasing tutorial attendance from 10 to 11.

Like Tut1, Yr12hrs is interpreted as a proxy for a student’s level of motivation.  The estimated coefficients indicate that the more hours a student has worked in Year 12 the more likely that the student is to pass relative to discontinuing and the more likely they will fail relative to discontinuing.  In terms of the scenario represented in Table 3, studying 25 hours per week in their final year of high school rather than 15 hours leads to only modest changes in predicted probabilities associated with passing, failing or discontinuing.

The estimated coefficients for travel time are negative and significant indicating that the longer a student spends travelling to university the more likely they are to discontinue relative to either failing or passing.  In terms of the magnitude of these changes, Table 3 indicates that an increase of 30 minutes in travel time, reduces the probability of passing for the base student from 0.746 to only 0.735, has little impact on the probability of failing but the estimated probability of discontinuing increases from 0.057 to 0.075.  Thus, travel time is one factor that is important in discriminating between students with a tendency to discontinue relative to failing.

The only motivation variable that is significant is the TER score for the fail group. This implies that a student who chose an economics-related degree based on their TER score is more likely to fail than discontinue. In terms of the scenario in Table 3, the probability of failing changes from 0.197 to 0.263.

While the gender effect is not precisely estimated, the magnitude of the estimated impact is substantial.  In Table 3, changing the base student from a female to a male decreases the probability of passing from 0.746 to 0.655 with this change being balanced by increases in the probability of failing and discontinuing.

Comparing the estimation results for the variables common to both Models 1 and 2, a relatively stable pattern of signs, magnitudes and significance levels is observed.  Thus without the benefit of the extra explanatory variables collected in the survey and of monitoring tutorial attendance, the inferences associated with the remaining variables do not seem unduly affected by omitted variable biases. However, the joint significance of the additional variables contained in Model 1 has previously been established.  Thus, there is predictive power in these additional explanatory variables. 

Conclusion

An attempt has been made to isolate factors that are important in determining whether a student is likely to pass, fail or discontinue Econometrics I at the University of Sydney.  Students “at risk” are defined to be those who fall into one of the latter two categories and we were interested in being able to discriminate between different types of students at risk.

Our results indicate that high school performance measured by TER score and mathematical aptitude are good predictors of success in Econometrics I. Conversely students with lower TER scores and who have weaker mathematical abilities are more at risk.  The current policy of streaming students by their mathematical ability allows targeting this at risk group.  However, these same factors are not significant in discriminating between students who fail and those who discontinue.  

Students who attend less tutorials are more likely to discontinue than to fail, as are those that have longer travel times to university.  Both of these factors are readily monitored and hence may be useful in identifying students likely to discontinue.  An important finding in this context relates to students enrolled in the Combined Law degree.  Combined Law students are very likely to pass Econometrics I but if they are at risk they are much more likely to discontinue than to fail. It is possible that this propensity to discontinue is a reflection of unfulfilled expectations about the course or that their choice was driven more by the sense of achieving a high TER score rather than because they are truly interested in the program.  In either case the type of remedial action required is distinctly different from that needed for the students who at risk because they are less well prepared.

The analysis presented suggests that more work needs to be done to better understand factors that lead students to drop or fail a course.  It is quite possible that qualitative data drawn from case studies could provide useful complementary information to the quantitative analysis provided here.  We are not only thinking of students who drop. It would also be helpful to identify and interview students who have successfully managed to overcome difficulties in their University education.  How did these students manage? What resources – both at university and in the community – did they utilise and find most helpful? It is likely that our quantitative models would be helpful in identifying such students.
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